
Could you tell me the names of the 5 leagues with the highest matches 
of all time and how many matches were played in the said league?

SELECT League.name, count(Match.id) FROM Match INNER 
JOIN League ON Match.league_id = league.id GROUP BY 
League.name ORDER BY count(Match.id) DESC LIMIT 5

Generated SQL Query

Database

User Question

TABLE Match
{"league_id" integer,

"id" integer, primary key,
"match_api_id" integer,
"date" text,
"country_id" integer,
"season" text,
"stage" integer,
"away_player_1" integer,
"possession" text,
"goal" text,
primary key("id")}

TABLE League

TABLE Country

Schema

LLM

User

Match League

3040 Spain LIGA BBVA

3040 France Ligue 1

3040 England Premier League

3017 Italy Serie A

2448 Netherlands Eredivisie

Execution Results

What is Text-to-SQL

• (2023) Proficiency in SQL remains 
essential for 51.52% of 
professional developers, who 
depend on it for database 
interactions.

Text-to-SQL: 
• automate the transformation of 

natural language questions into 
SQL.

• understand the intent of question 
& structure of database.

• generate SQL corresponding to 
the question. The execution result 
can answer the question.

1



Applications of Text-to-SQL

C���S: Towards Building Open-source Language Models for Text-to-SQL Conference acronym ’XX, June 03–05, 2018, Woodstock, NY

Schema (4 tables) List bank names whose proportion of estimated liabilities in their total liabilities 
exceeds the industry average, and whose net increase in borrowing funds from 
other financial institutions exceeds 3 billion Yuan.

Natural language question 

Metadata (types, comments, and values of each column)

SELECT Basic_Info.Stk_Name
FROM Balance_Sheet   
JOIN Basic_Info
ON Balance_Sheet.Stk_Code = Basic_Info.Stk_Code
JOIN Cash_Flow_Statement 
ON Cash_Flow_Statement.Stk_Code = Basic_Info.Stk_Code  
WHERE (Balance_Sheet.Est_Liab / Balance_Sheet.Tot_Liab) > (
    SELECT AVG(Est_Liab / Tot_Liab) 
    FROM Balance_Sheet
)
AND Cash_Flow_Statement.Net_Inc_IB_Borrowings > 3000000000;

Balance_Sheet:
 (46 columns)

Stk_Code Cash_CB Est_Liab Tot_Liab

…Income_Statement: 
(33 columns)
Cash_Flow_Statement: 
(65 columns)

Stk_Code Oth_Biz_IncOper_Rev Inv_IncNet_Int_Inc

Stk_Code Net_CF_Fin Net_Inc_IB_Borrowings Net_CF_Op

…

Database (Bank-Financials)

SQL query

{
  "Basic_Info.Stk_Code": {"type": "text", "comment": "Securities code", "values": ["601998.SH", …]},
  "Basic_Info.Stk_Name: {"type": "text", "comment": "Securities name", "values": ["Huaxia Bank", …]},
  …
  "Balance_Sheet.Est_Liab: {"type": “real”, "comment": "Estimated liabilities (in Yuan)",  "values": [2408443000, …]},
  "Balance_Sheet.Tot_Liab: {"type": “real”, "comment": "Total liabilities (in Yuan)",  "values": [35312689000000, …]},
  …
  "Cash_Flow_Statement.Net_Inc_IB_Borrowings": {
      "type": "real",  "comment": "Net increase in borrowing funds from other financial institutions (in Yuan)", 
      "values": [23043000000.0, …]
  }
}

Text-to-SQL method

IB_Deposits

Basic_Info:
 (2 columns)

Stk_Code Stk_Name

Metadata (primary keys and foreign keys)
primary_keys = [“Basic_Info.Stk_Code"]
foreign_keys = ["Balance_Sheet.Stk_Code = Basic_Info.Stk_Code", "Income_Statement.Stk_Code = Basic_Info. 
Stk_Code", "Cash_Flow_Statement.Stk_Code = Basic_Info.Stk_Code"]

Prec_Metals Trad_FAs

Fee_Com_Net_Inc

Repay_Debt …

Figure 2: An example of text-to-SQL in the �nance domain.

generation. This innovation is underpinned by an incremen-
tal pre-training technique and a meticulously curated pre-
training corpus, comprising SQL-related, NL-related, and NL-
to-code data. This approachmarks a signi�cant advancement
in language models tailored for text-to-SQL applications.

• We enhance C���S’s performance using a comprehensive
database prompt. Additionally, to facilitate its adaptation to
new domains, we introduce a bi-directional data augmenta-
tion approach with limited annotation overhead.

• Through extensive evaluations onmultiple text-to-SQL bench-
marks, we demonstrate that (1) C���S surpasses other no-
table open-source pre-trained language models in SQL gen-
eration capability; (2) When �ne-tuned, C���S achieves new
SOTA accuracy and robustness on almost all challenging
text-to-SQL benchmarks.

• Wehave open-sourced our code,models, and data onGitHub2
to foster further research, adoption, and innovation in the
text-to-SQL domain within the community.

2 RELATEDWORK
In our survey, we cover supervised �ne-tuning and prompting-
based methods for text-to-SQL. Furthermore, we explore existing
code language models because text-to-SQL can be viewed as a sub-
task of code generation. Additionally, we examine various schema
linking and data augmentation techniques that have been proposed
to enhance text-to-SQL methodologies.
Supervised Fine-Tuning-Based Text-to-SQL. Before the era of
LLMs, the mainstream approach in text-to-SQL is �ne-tuning an
“encoder-decoder” neural network model. Signi�cant e�orts have
been made to enhance the representation capability of the encoder
that encodes both the question and the database by incorporating
graph structural information that exists between query tokens,
tables, and columns using graph-relational neural networks [5, 67].
Some other e�orts focus on injecting SQL grammar into the decoder,

2https://github.com/RUCKBReasoning/codes

which constrains the output space of the decoder, ensuring the
generation of syntactically correct SQL queries [18, 57, 75]. With
the advancement of language models, there has been an increasing
trend in formatting text-to-SQL as a sequence-to-sequence task [17,
24, 36, 37, 57, 58], where the input sequence consists of a natural
language question and �attened database information including
tables, columns, foreign keys, etc., and the output sequence is the
target SQL query. Then, sequence-to-sequence language models
such as T5 [53], and BART [34] are �ne-tuned on these input-output
sentence pairs, enabling them to generate SQL queries from the
provided input. Inspired by the remarkable achievements of pre-
training techniques [14, 52, 53], a series of studies [13, 27, 59, 76,
77] have explored pre-training language models using extensive
database-related data and various pre-training objectives. However,
in contrast to ourC���S, their primary goal isn’t directly enhancing
the SQL generation capability of language models. Instead, they
focus on enhancing the encoder’s ability to better represent the
question and the database schema. Then, these pre-trained encoders
are integrated into the “encoder-decoder” models.
Prompting-Based Text-to-SQL. The advent of LLMs, such as
GPT-3 [3], Codex [8], PaLM [10], LLaMA [64], StarCoder [39],
has brought about a revolutionary transformation in the �eld of
NLP, achieving remarkable progress on various complex tasks
that require reasoning abilities without �ne-tuning any param-
eters [9, 40, 51]. For text-to-SQL, by leveraging a few text-to-SQL
demonstrations as the few-shot prompt, SQL-PaLM [61] (based
on PaLM-2) and Self-Debugging [9] (based on Codex) successfully
achieve the state-of-the-art (SOTA) performance on Spider. In addi-
tion, inspired by chain-of-thought reasoning [70], designing e�ec-
tive prompts to stimulate the text-to-SQL capability of LLMs has
become a hot research topic. DIN-SQL [51] (based on GPT-4) breaks
down the text-to-SQL task into several simpler sub-tasks, including
schema linking, query classi�cation & decomposition, and SQL
generation. C3 [16] (based on ChatGPT), by providing appropriate

• Operation & maintenance 
• Real-time information querying for public users

• "When’s the next 103 bus from Hung Hom?”
• "Taxi fare to Central from here?”

• Business intelligence & analytics 
• Internal company tools

2



Challenges of LLM-based Text-to-SQL

3

• LLMs often struggle to fully comprehend user intention:
• users are lazy and may not be familiar with the database schema.

• Sophisticated database architecture:
• complex schemas with interrelated tables; non-intuitive naming conventions.
• large or poorly documented databases: similar column names across different tables cause confusion.

• Complex Syntax Structure of SQL:
• intricate connections between query concepts and database elements.
• SQL requires precise clause arrangement, correct operator usage, & adherence to grammatical rules.
• complex queries: nested subqueries, aggregate functions, window operations demands high precision.

• often beyond the capabilities of current LLMs

• 10,181 questions on 200 databases with 
multiple tables covering 138 different domains.

• 8,659 instances in the training split and 1,034 
instances in the development split.

• Performance when directly use LLMs:



Structure-GUided text-to-SQL framework (SGU-SQL)

4

• Establishes structure-aware links between user queries and database schema.
• graph-based structure construction for both user query and database understanding;
• tailored structure linking method: map the query to the relevant database elements.

• Recursively decomposes the complex generation task using syntax-based 
prompting to guide LLMs in constructing target SQLs.

• adhering to the syntax structure



Step 1: Revisit Query and Database via Graph

5

Context-free grammar: Query parsing:
𝑍 ∷= 𝑖𝑛𝑡𝑒𝑟𝑠𝑒𝑐𝑡 𝑅 𝑅 𝑢𝑛𝑖𝑜𝑛 𝑅 𝑅 𝑒𝑥𝑐𝑒𝑝𝑡 𝑅 𝑅 | 𝑅
𝑅 ∷= 𝑆𝑒𝑙𝑒𝑐𝑡(𝑛)
     | 𝑆𝑒𝑙𝑒𝑐𝑡(𝑛) 𝐹𝑖𝑙𝑡𝑒𝑟 | 𝑆𝑒𝑙𝑒𝑐𝑡 (𝑛) 𝑂𝑟𝑑𝑒𝑟(𝑑)
     | 𝑆𝑒𝑙𝑒𝑐𝑡(𝑛) 𝑆𝑢𝑝(𝑝) | 𝑆𝑒𝑙𝑒𝑐𝑡 (𝑛) 𝑂𝑟𝑑𝑒𝑟(𝑑) 𝐹𝑖𝑙𝑡𝑒𝑟 
     | 𝑆𝑒𝑙𝑒𝑐𝑡(𝑛) 𝑆𝑢𝑝(𝑝) 𝐹𝑖𝑙𝑡𝑒𝑟

𝑆𝑒𝑙𝑒𝑐𝑡(𝑛) ∷= A!A"…A#$"
𝑂𝑟𝑑𝑒𝑟(𝑑) ∷= 𝐴
    𝑆𝑢𝑝(𝑝) ∷= 𝐴
            𝐴 ∷= m𝑎𝑥 𝐶 | min 𝐶 | 𝑐𝑜𝑢𝑛𝑡 𝐶 | 𝑠𝑢𝑚 𝐶 | 𝑎𝑣𝑔 𝐶 | 𝑛𝑜𝑛𝑒 𝐶
            𝐶 ∷= 𝑐 𝑇
            𝑇 ∷= 𝑡
     𝐹𝑖𝑙𝑡𝑒𝑟 ∷= 𝑎𝑛𝑑 𝐹𝑖𝑙𝑡𝑒𝑟 𝐹𝑖𝑙𝑡𝑒𝑟 | 𝑜𝑟 𝐹𝑖𝑙𝑡𝑒𝑟 𝐹𝑖𝑙𝑡𝑒𝑟
                 | > 𝐴 | > 𝐴 𝑅 | < 𝐴 | < 𝐴 𝑅
                 | ≥ 𝐴 | ≥ 𝐴 𝑅 | = 𝐴 | = 𝐴 𝑅
                 | ≠ 𝐴 | ≠ 𝐴 𝑅 | 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 𝐴
                 | 𝑙𝑖𝑘𝑒 𝐴 | 𝑛𝑜𝑡 𝑙𝑖𝑘𝑒 𝐴 | 𝑖𝑛 𝐴 𝑅 | 𝑛𝑜𝑡 𝑖𝑛 𝐴 𝑅
          𝑛 ∈ {0, 1, 2, 3, . . } 
          𝑑 ∈ {𝑎𝑠𝑐, 𝑑𝑒𝑠𝑐}
          𝑝 ∈ {𝑚𝑜𝑠𝑡, 𝑙𝑒𝑎𝑠𝑡} 
          𝑐 ranges over distinct column names 
          𝑡 ranges over table names

NL: Which order has the most recent shipment? 
Give me the order id.

𝑍

𝑅

𝑆𝑒𝑙𝑒𝑐𝑡(0) 𝐹𝑖𝑙𝑡𝑒𝑟

𝑇

𝑛𝑜𝑛𝑒

𝐴 =

𝐶

order id

?

𝐴

𝐶 𝑛𝑜𝑛𝑒

𝑇 shipment date

?

𝑅

𝑆𝑒𝑙𝑒𝑐𝑡(0)

𝐴

𝑛𝑜𝑛𝑒

𝑇 shipment date

?

𝐶

Syntax Tree:



Step 2: Structure Linking with Dual Graph Encoding

6

• Subgraphs: link nodes in the Query Graph and the candidate tables/columns in 
Schema Graph.

• Learn embeddings of Subgraphs based on relational graph attention network.
• capture the compatibility between natural language concepts and database elements
• use negative sampling for training

Schema Graph:
• Nodes: tables & columns
• Table-column edges, 

primary-key edges, 
foreign-key edges 



Example of Syntax Tree after Linking

7

𝑍

𝑅

𝑆𝑒𝑙𝑒𝑐𝑡(0) 𝐹𝑖𝑙𝑡𝑒𝑟

𝑇

𝑛𝑜𝑛𝑒

𝐴 =

𝐶

order id

?

𝐴

𝐶 𝑛𝑜𝑛𝑒

𝑇 shipment date

?

𝑅

𝑆𝑒𝑙𝑒𝑐𝑡(0)

𝐴

𝑛𝑜𝑛𝑒

𝑇 shipment date

?

𝐶

𝑍

𝑅

𝑆𝑒𝑙𝑒𝑐𝑡(0) 𝐹𝑖𝑙𝑡𝑒𝑟

𝑇

𝑛𝑜𝑛𝑒

𝐴 =

𝐶

order_id

shipments

𝐴

𝐶 𝑛𝑜𝑛𝑒

𝑇 shipment_date

shipments

𝑅

𝑆𝑒𝑙𝑒𝑐𝑡(0)

𝐴

𝑛𝑜𝑛𝑒

𝑇 shipment_date

shipments

𝐶

NL: Which order has the most recent shipment? 
Give me the order id.



Database

Semantic Dependency

Syntactic Dependency

User Query

Schema

Query Graph

Prompt

User Query: {…}
Schema Linking: {…}
Task Description: {…}

Schem
a L

inking R
A
C
T

R
Select

Filter

A

C T

R

A

C TSub-task1

Sub-task2

Result

Start

Column

Table
Schema Graph

Meta
Decomposition

Dual
Graph

Encoding
Meta operations

Step 3: Structure-guided Decomposition

• Divide the user query into several subtasks.
• Map each non-terminal node to its corresponding SQL component.
• Final SQL: combine the SQL components generated for all non-terminal nodes.

NL Question:

Which order has 
the most recent 
shipment? Give 
me the order id.

SQL:
SELECT order_id
FROM shipments
WHERE shipment_date = ( 
 SELECT max(shipment_date) 

FROM shipments
)

M

8
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Execution Accuracy4 Since Exact Matching
can create false negative evaluation when the se-
mantic parser generates novel and correct syntax
structures, we also consider Execution Accuracy.
All our databases have executable SQLite files, so
we can measure execution accuracy as well. How-
ever, it is also important to note that Execution
Accuracy can create false positive evaluation as a
predicted SQL could return the same result (for
example, ‘NULL’) as the gold SQL when they are
semantically different. So we can use both to com-
plement each other.

Finally, our evaluation also considers multiple
acceptable keys if JOIN and GROUP are in the
query. For example, suppose “stu id” in one ta-
ble refers to “stu id” in another table, GROUP BY
either is acceptable.

SQL Hardness Criteria To better understand
the model performance on different queries, we
divide SQL queries into 4 levels: easy, medium,
hard, extra hard. We define the difficulty
based on the number of SQL components, selec-
tions, and conditions, so that queries that contain
more SQL keywords (GROUP BY, ORDER BY,
INTERSECT, nested subqueries, column selec-
tions and aggregators, etc) are considered to be
harder. For example, a query is considered as hard
if it includes more than two SELECT columns,
more than two WHERE conditions, and GROUP
BY two columns, or contains EXCEPT or nested
queries. A SQL with more additions on top of that
is considered as extra hard. Figure 3 shows exam-
ples of SQL queries in 4 hardness levels.

7 Methods

In order to analyze the difficulty and demonstrate
the purpose of our corpus, we experiment with
several state-of-the-art semantic parsing models.
As our dataset is fundamentally different from the
prior datasets such as Geoquery and WikiSQL,
we adapted these models to our task as follows.
We created a ‘big’ column list by concatenating
columns in all tables of the database together as
a input to all models. Also, for each model, we
limit the column selection space for each question
example to all column of the database which the
question is asking instead of all column names in

4We will provide the results in the later version. Please
check our website for the latest updates on the task
at https://yale-lily.github.io/seq2sql/
spider

What is the number of cars with more than 4 cylinders?

SELECT COUNT(*) 
FROM cars_data 
WHERE cylinders > 4 

For each stadium, how many concerts are there?

SELECT T2.name, COUNT(*) 
FROM concert AS T1 JOIN stadium AS T2
ON T1.stadium_id = T2.stadium_id 
GROUP BY T1.stadium_id

Which countries in Europe have at least 3 car
manufacturers? 

SELECT T1.country_name 
FROM countries AS T1 JOIN continents
AS T2 ON T1.continent = T2.cont_id
JOIN car_makers AS T3 ON
T1.country_id = T3.country 
WHERE T2.continent = 'Europe' 
GROUP BY T1.country_name 
HAVING COUNT(*) >= 3 

What is the average life expectancy in the countries
where English is not the official language? 

SELECT AVG(life_expectancy) 
FROM country 
WHERE name NOT IN  
   (SELECT T1.name 
    FROM country AS T1 JOIN 
    country_language AS T2 
    ON T1.code = T2.country_code 
    WHERE T2.language = "English" 
      AND T2.is_official = "T") 

Easy

Meidum

Hard

Extra Hard

Figure 3: SQL query examples in 4 hardness levels.

the whole corpus.

Seq2Seq Inspired by neural machine translation
(Sutskever et al., 2014), we first apply a basic
sequence-to-sequence model, Seq2Seq. Then, we
also explore Seq2Seq+Attention from (Dong and
Lapata, 2016) by adding an attention mechanism
(Bahdanau et al., 2015). In addition, we include
Seq2Seq+Copying by adding an attention-based
copying operation similar to (Jia and Liang, 2016).

The original model does not take the schema
into account because it has the same schema in
both train and test. We modify the model so that it

Spider dataset

• 10,181 questions on 200 databases with 
multiple tables covering 138 different 
domains.

• 8,659 instances in the training split and 
1,034 instances in the development split.
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ever, it is also important to note that Execution
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predicted SQL could return the same result (for
example, ‘NULL’) as the gold SQL when they are
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the purpose of our corpus, we experiment with
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As our dataset is fundamentally different from the
prior datasets such as Geoquery and WikiSQL,
we adapted these models to our task as follows.
We created a ‘big’ column list by concatenating
columns in all tables of the database together as
a input to all models. Also, for each model, we
limit the column selection space for each question
example to all column of the database which the
question is asking instead of all column names in

4We will provide the results in the later version. Please
check our website for the latest updates on the task
at https://yale-lily.github.io/seq2sql/
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What is the number of cars with more than 4 cylinders?

SELECT COUNT(*) 
FROM cars_data 
WHERE cylinders > 4 

For each stadium, how many concerts are there?

SELECT T2.name, COUNT(*) 
FROM concert AS T1 JOIN stadium AS T2
ON T1.stadium_id = T2.stadium_id 
GROUP BY T1.stadium_id

Which countries in Europe have at least 3 car
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SELECT T1.country_name 
FROM countries AS T1 JOIN continents
AS T2 ON T1.continent = T2.cont_id
JOIN car_makers AS T3 ON
T1.country_id = T3.country 
WHERE T2.continent = 'Europe' 
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HAVING COUNT(*) >= 3 

What is the average life expectancy in the countries
where English is not the official language? 

SELECT AVG(life_expectancy) 
FROM country 
WHERE name NOT IN  
   (SELECT T1.name 
    FROM country AS T1 JOIN 
    country_language AS T2 
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Figure 3: SQL query examples in 4 hardness levels.

the whole corpus.

Seq2Seq Inspired by neural machine translation
(Sutskever et al., 2014), we first apply a basic
sequence-to-sequence model, Seq2Seq. Then, we
also explore Seq2Seq+Attention from (Dong and
Lapata, 2016) by adding an attention mechanism
(Bahdanau et al., 2015). In addition, we include
Seq2Seq+Copying by adding an attention-based
copying operation similar to (Jia and Liang, 2016).

The original model does not take the schema
into account because it has the same schema in
both train and test. We modify the model so that it
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GB. It encompasses more than 37 professional domains, including blockchain, hockey, healthcare,
education, and others.

Text-to-SQL
Method

Backbone
LM/LLM Finetuning Structure

Information
Prompt
Strategy

SPIDER

Easy Medium Hard Extra Overall

Baichuan2

Baichuan2-7B
SFT 8 8 0.5775±0.0106 0.3521±0.0130 0.2010±0.0089 0.0667±0.0115 0.3353±0.0125

LoRA 8 8 0.8714±0.0073 0.6305±0.0069 0.4489±0.0063 0.2958±0.0084 0.6035±0.0079
QLoRA 8 8 0.8919±0.0057 0.6367±0.0071 0.4885±0.0053 0.3306±0.0079 0.6242±0.0061

Baichuan2-13B
SFT 8 8 0.5805±0.0093 0.4133±0.0085 0.2644±0.0067 0.1875±0.0078 0.3927±0.0081

LoRA 8 8 0.9024±0.0075 0.7015±0.0069 0.5688±0.0083 0.3915±0.0071 0.6776±0.0080
QLoRA 8 8 0.8951±0.0103 0.6746±0.0123 0.5809±0.0115 0.3434±0.0109 0.6592±0.0114

LlaMA2

LlaMA2-7B LoRA 8 8 0.8868±0.0016 0.6410 ±0.0041 0.4892±0.0030 0.3311±0.0017 0.6259±0.0022
QLoRA 8 8 0.8472±0.0025 0.6234±0.0032 0.4658±0.0021 0.3309±0.0027 0.6083±0.0035

LlaMA2-13B LoRA 8 8 0.9066±0.0037 0.7292±0.0045 0.5517±0.0029 0.3430±0.0055 0.6809±0.0030
QLoRA 8 8 0.9110±0.0043 0.7004±0.0059 0.5523±0.0032 0.3190±0.0061 0.6648±0.0045

LlaMA2-70B SFT 8 8 0.4110±0.0093 0.2293±0.0075 0.1906±0.0081 0.0725±0.0090 0.2414±0.0108
LoRA 8 8 0.9151±0.0069 0.7323±0.0080 0.5575±0.0049 0.3921±0.0035 0.6869±0.0040

CodeLlama

CodeLlama-7B
SFT 8 8 0.2136±0.0150 0.1769±0.0161 0.0921±0.0169 0.0363±0.0144 0.1487±0.0163

LoRA 8 8 0.9228±0.0105 0.7562±0.0134 0.5863±0.0096 0.3485±0.0126 0.7018±0.0108
QLoRA 8 8 0.9115±0.0127 0.7506±0.0142 0.5982±0.0120 0.3310±0.0085 0.6961±0.0104

CodeLlama-13B
SFT 8 8 0.6980±0.0115 0.6015±0.0121 0.4073±0.0109 0.2708±0.0145 0.5288±0.0140

LoRA 8 8 0.9414±0.0086 0.7885±0.0073 0.6842±0.0081 0.4041±0.0069 0.7462±0.0092
QLoRA 8 8 0.9402±0.0053 0.7445±0.0066 0.6263±0.0085 0.3915±0.0061 0.7270±0.0085

CodeLlama-70B SFT 8 8 0.7223±0.0143 0.6245±0.0120 0.4432±0.0131 0.3028±0.0147 0.5675±0.0144
LoRA 8 8 0.9621±0.0053 0.8122±0.0069 0.7167±0.0055 0.4324±0.0069 0.7710±0.0061

Qwen

Qwen-7B
SFT 8 8 0.3956±0.0155 0.2561±0.0131 0.1384±0.0137 0.0427±0.0169 0.2356±0.0140

LoRA 8 8 0.8546±0.0060 0.6876±0.0089 0.5743±0.0076 0.3340±0.0065 0.6519±0.0073
QLoRA 8 8 0.9110±0.0045 0.6747±0.0081 0.5750±0.0076 0.3436±0.0055 0.6623±0.0069

Qwen-14B
SFT 8 8 0.8713±0.0105 0.6323±0.0140 0.3686±0.0139 0.1810±0.0120 0.5735±0.0135

LoRA 8 8 0.8946±0.0110 0.7021±0.0103 0.5517±0.0125 0.3669±0.0118 0.6625±0.0121
QLoRA 8 8 0.9185±0.0075 0.7439±0.0060 0.5976±0.0081 0.4583±0.0083 0.7010±0.0090

Qwen-72B SFT 8 8 0.8313±0.0100 0.6345±0.0077 0.4886±0.0065 0.2772±0.0123 0.6033±0.0110
LoRA 8 8 0.9269±0.0075 0.7563±0.0059 0.6215±0.0083 0.3673±0.0136 0.7127±0.0094

RAT-SQL 8 8 4 8 0.8044±0.0107 0.6395±0.0082 0.5573±0.0124 0.4036±0.0101 0.6271±0.0119
BERT-Large SFT 4 8 0.8643±0.0119 0.7367±0.0145 0.6210±0.0093 0.4279±0.0116 0.6955±0.0124

LGESQL 8 8 4 8 0.8633±0.0097 0.6952±0.0065 06154±0.0093 0.4106±0.0118 0.6768±0.0109
BERT-Large SFT 4 8 0.9150±0.0103 0.7647±0.0065 0.6673±0.0107 0.4888±0.0078 0.7421±0.0096

Graphix-T5 T5-Large SFT 4 8 0.8993±0.0075 0.7874±0.0068 0.5980±0.0102 0.4401±0.0083 0.7263±0.097
T5-3B SFT 4 8 0.9193±0.0038 0.8164±0.0062 0.6157±0.0053 0.5006±0.0081 0.7562±0.0065

RESDSQL
T5-Base SFT 4 8 0.9190±0.0047 0.8369±0.0051 0.6841±0.0070 0.5183±0.0065 0.7797±0.0073
T5-Large SFT 4 8 0.9355±0.0040 0.8543±0.0051 0.7241±0.0070 0.5361±0.0045 0.8008±0.0063

T5-3B SFT 4 8 0.9476±0.0081 0.8767±0.0104 0.7299±0.0120 0.5602±0.0094 0.8182±0.0100

DTS-SQL DeepSeek-7B SFT 8 4 0.9274±0.0091 0.9013±0.0075 0.7414±0.0090 0.5663±0.0103 0.8269±0.0094

CodeS CodeLlama-13B SFT 8 4 0.9274±0.0084 0.8789±0.0052 0.7069±0.0079 0.5904±0.0038 0.8150±0.0070

C3-SQL GPT-3.5 8 8 4 0.9136±0.0068 0.8402±0.0094 0.7731±0.0064 0.6153±0.0080 0.8108±0.0095

DIN-SQL GPT-4 8 8 4 0.9234±0.0059 0.8744±0.0080 0.7644±0.0091 0.6265±0.0103 0.8279±0.0098

DAIL-SQL GPT-4 8 8 4 0.9153±0.0103 0.8924±0.0125 0.7701±0.0098 0.6024±0.0107 0.8308±0.0110

PURPLE GPT-4 8 8 4 0.9404±0.0086 0.9206±0.0041 0.8268±0.0055 0.6715±0.0080 0.8670±0.0072

SuperSQL GPT-4 8 8 4 0.9435±0.0074 0.9126±0.0050 0.8333±0.0062 0.6867±0.0055 0.8682±0.0068

EPI-SQL GPT-4 8 8 4 0.9310±0.0121 0.9053±0.0085 0.8178±0.0108 0.6189±0.0097 0.8511±0.0114

SGU-SQL GPT-4 8 4 4 0.9352±0.0061 0.9190±0.0043 0.8437±0.0045 0.7213±0.0067 0.8795±0.0063

Table 1: The Execution Accuracy of text-to-SQL models on SPIDER. The best and second-best
results in each column are highlighted in bold font and underlined. 4 and 8 represent that the case
is applicable and not applicable, respectively.

Baselines To valid the effectiveness of SGU-SQL, we compare it with the state-of-art baselines
according to our best knowledge. Following the taxonomy aforementioned in Section A, we divide all
baselines into three categories: (i) Fine-tuning-based: T5-base (Raffel et al., 2020), T5-large (Raffel
et al., 2020), T5-3B (Raffel et al., 2020); (ii) structure-learning-based: RAT-SQL (Wang et al., 2019),
RASAT (Qi et al., 2022), S

2
SQL (Hui et al., 2022) ,RESDSQL (Li et al., 2023a),GRAPHIX (Li

et al., 2023b); and (iii) incontext-learning-based: PaLM-2 (Anil et al., 2023), CodeX (Chen et al.,
2021), ChatGPT (OpenAI, 2023), GPT-4 (OpenAI, 2023), C3-GPT (Dong et al., 2023), DIN-

SQL (Pourreza & Rafiei, 2023), DAIL-SQL (Gao et al., 2023), EPI-SQL (Liu & Tan, 2024),
PURPLE (Ren et al., 2024), SuperSQL (Li et al., 2024a).

Evaluation Metrics We evaluate our models using three key metrics: Exact-Set-Match Accuracy
(EM Acc), Execution Accuracy (Exec Acc), and Valid Efficiency Score (VES). EM Acc compares
each predicted clause to the validated SQL query, but may produce false results due to value omission.
Exec Acc compares execution results of predicted and confirmed SQL queries, offering a more
comprehensive assessment by acknowledging multiple valid SQL solutions for a single question.
VES measures the efficiency of generated SQLs that produce correct result sets, discounting those that
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GB. It encompasses more than 37 professional domains, including blockchain, hockey, healthcare,
education, and others.

Text-to-SQL
Method

Backbone
LM/LLM Finetuning Structure

Information
Prompt
Strategy

SPIDER

Easy Medium Hard Extra Overall

Baichuan2

Baichuan2-7B
SFT 8 8 0.5775±0.0106 0.3521±0.0130 0.2010±0.0089 0.0667±0.0115 0.3353±0.0125

LoRA 8 8 0.8714±0.0073 0.6305±0.0069 0.4489±0.0063 0.2958±0.0084 0.6035±0.0079
QLoRA 8 8 0.8919±0.0057 0.6367±0.0071 0.4885±0.0053 0.3306±0.0079 0.6242±0.0061

Baichuan2-13B
SFT 8 8 0.5805±0.0093 0.4133±0.0085 0.2644±0.0067 0.1875±0.0078 0.3927±0.0081

LoRA 8 8 0.9024±0.0075 0.7015±0.0069 0.5688±0.0083 0.3915±0.0071 0.6776±0.0080
QLoRA 8 8 0.8951±0.0103 0.6746±0.0123 0.5809±0.0115 0.3434±0.0109 0.6592±0.0114

LlaMA2

LlaMA2-7B LoRA 8 8 0.8868±0.0016 0.6410 ±0.0041 0.4892±0.0030 0.3311±0.0017 0.6259±0.0022
QLoRA 8 8 0.8472±0.0025 0.6234±0.0032 0.4658±0.0021 0.3309±0.0027 0.6083±0.0035

LlaMA2-13B LoRA 8 8 0.9066±0.0037 0.7292±0.0045 0.5517±0.0029 0.3430±0.0055 0.6809±0.0030
QLoRA 8 8 0.9110±0.0043 0.7004±0.0059 0.5523±0.0032 0.3190±0.0061 0.6648±0.0045

LlaMA2-70B SFT 8 8 0.4110±0.0093 0.2293±0.0075 0.1906±0.0081 0.0725±0.0090 0.2414±0.0108
LoRA 8 8 0.9151±0.0069 0.7323±0.0080 0.5575±0.0049 0.3921±0.0035 0.6869±0.0040

CodeLlama

CodeLlama-7B
SFT 8 8 0.2136±0.0150 0.1769±0.0161 0.0921±0.0169 0.0363±0.0144 0.1487±0.0163

LoRA 8 8 0.9228±0.0105 0.7562±0.0134 0.5863±0.0096 0.3485±0.0126 0.7018±0.0108
QLoRA 8 8 0.9115±0.0127 0.7506±0.0142 0.5982±0.0120 0.3310±0.0085 0.6961±0.0104

CodeLlama-13B
SFT 8 8 0.6980±0.0115 0.6015±0.0121 0.4073±0.0109 0.2708±0.0145 0.5288±0.0140

LoRA 8 8 0.9414±0.0086 0.7885±0.0073 0.6842±0.0081 0.4041±0.0069 0.7462±0.0092
QLoRA 8 8 0.9402±0.0053 0.7445±0.0066 0.6263±0.0085 0.3915±0.0061 0.7270±0.0085

CodeLlama-70B SFT 8 8 0.7223±0.0143 0.6245±0.0120 0.4432±0.0131 0.3028±0.0147 0.5675±0.0144
LoRA 8 8 0.9621±0.0053 0.8122±0.0069 0.7167±0.0055 0.4324±0.0069 0.7710±0.0061

Qwen

Qwen-7B
SFT 8 8 0.3956±0.0155 0.2561±0.0131 0.1384±0.0137 0.0427±0.0169 0.2356±0.0140

LoRA 8 8 0.8546±0.0060 0.6876±0.0089 0.5743±0.0076 0.3340±0.0065 0.6519±0.0073
QLoRA 8 8 0.9110±0.0045 0.6747±0.0081 0.5750±0.0076 0.3436±0.0055 0.6623±0.0069

Qwen-14B
SFT 8 8 0.8713±0.0105 0.6323±0.0140 0.3686±0.0139 0.1810±0.0120 0.5735±0.0135

LoRA 8 8 0.8946±0.0110 0.7021±0.0103 0.5517±0.0125 0.3669±0.0118 0.6625±0.0121
QLoRA 8 8 0.9185±0.0075 0.7439±0.0060 0.5976±0.0081 0.4583±0.0083 0.7010±0.0090

Qwen-72B SFT 8 8 0.8313±0.0100 0.6345±0.0077 0.4886±0.0065 0.2772±0.0123 0.6033±0.0110
LoRA 8 8 0.9269±0.0075 0.7563±0.0059 0.6215±0.0083 0.3673±0.0136 0.7127±0.0094

RAT-SQL 8 8 4 8 0.8044±0.0107 0.6395±0.0082 0.5573±0.0124 0.4036±0.0101 0.6271±0.0119
BERT-Large SFT 4 8 0.8643±0.0119 0.7367±0.0145 0.6210±0.0093 0.4279±0.0116 0.6955±0.0124

LGESQL 8 8 4 8 0.8633±0.0097 0.6952±0.0065 06154±0.0093 0.4106±0.0118 0.6768±0.0109
BERT-Large SFT 4 8 0.9150±0.0103 0.7647±0.0065 0.6673±0.0107 0.4888±0.0078 0.7421±0.0096

Graphix-T5 T5-Large SFT 4 8 0.8993±0.0075 0.7874±0.0068 0.5980±0.0102 0.4401±0.0083 0.7263±0.097
T5-3B SFT 4 8 0.9193±0.0038 0.8164±0.0062 0.6157±0.0053 0.5006±0.0081 0.7562±0.0065

RESDSQL
T5-Base SFT 4 8 0.9190±0.0047 0.8369±0.0051 0.6841±0.0070 0.5183±0.0065 0.7797±0.0073
T5-Large SFT 4 8 0.9355±0.0040 0.8543±0.0051 0.7241±0.0070 0.5361±0.0045 0.8008±0.0063

T5-3B SFT 4 8 0.9476±0.0081 0.8767±0.0104 0.7299±0.0120 0.5602±0.0094 0.8182±0.0100

DTS-SQL DeepSeek-7B SFT 8 4 0.9274±0.0091 0.9013±0.0075 0.7414±0.0090 0.5663±0.0103 0.8269±0.0094

CodeS CodeLlama-13B SFT 8 4 0.9274±0.0084 0.8789±0.0052 0.7069±0.0079 0.5904±0.0038 0.8150±0.0070

C3-SQL GPT-3.5 8 8 4 0.9136±0.0068 0.8402±0.0094 0.7731±0.0064 0.6153±0.0080 0.8108±0.0095

DIN-SQL GPT-4 8 8 4 0.9234±0.0059 0.8744±0.0080 0.7644±0.0091 0.6265±0.0103 0.8279±0.0098

DAIL-SQL GPT-4 8 8 4 0.9153±0.0103 0.8924±0.0125 0.7701±0.0098 0.6024±0.0107 0.8308±0.0110

PURPLE GPT-4 8 8 4 0.9404±0.0086 0.9206±0.0041 0.8268±0.0055 0.6715±0.0080 0.8670±0.0072

SuperSQL GPT-4 8 8 4 0.9435±0.0074 0.9126±0.0050 0.8333±0.0062 0.6867±0.0055 0.8682±0.0068

EPI-SQL GPT-4 8 8 4 0.9310±0.0121 0.9053±0.0085 0.8178±0.0108 0.6189±0.0097 0.8511±0.0114

SGU-SQL GPT-4 8 4 4 0.9352±0.0061 0.9190±0.0043 0.8437±0.0045 0.7213±0.0067 0.8795±0.0063

Table 1: The Execution Accuracy of text-to-SQL models on SPIDER. The best and second-best
results in each column are highlighted in bold font and underlined. 4 and 8 represent that the case
is applicable and not applicable, respectively.

Baselines To valid the effectiveness of SGU-SQL, we compare it with the state-of-art baselines
according to our best knowledge. Following the taxonomy aforementioned in Section A, we divide all
baselines into three categories: (i) Fine-tuning-based: T5-base (Raffel et al., 2020), T5-large (Raffel
et al., 2020), T5-3B (Raffel et al., 2020); (ii) structure-learning-based: RAT-SQL (Wang et al., 2019),
RASAT (Qi et al., 2022), S

2
SQL (Hui et al., 2022) ,RESDSQL (Li et al., 2023a),GRAPHIX (Li

et al., 2023b); and (iii) incontext-learning-based: PaLM-2 (Anil et al., 2023), CodeX (Chen et al.,
2021), ChatGPT (OpenAI, 2023), GPT-4 (OpenAI, 2023), C3-GPT (Dong et al., 2023), DIN-

SQL (Pourreza & Rafiei, 2023), DAIL-SQL (Gao et al., 2023), EPI-SQL (Liu & Tan, 2024),
PURPLE (Ren et al., 2024), SuperSQL (Li et al., 2024a).

Evaluation Metrics We evaluate our models using three key metrics: Exact-Set-Match Accuracy
(EM Acc), Execution Accuracy (Exec Acc), and Valid Efficiency Score (VES). EM Acc compares
each predicted clause to the validated SQL query, but may produce false results due to value omission.
Exec Acc compares execution results of predicted and confirmed SQL queries, offering a more
comprehensive assessment by acknowledging multiple valid SQL solutions for a single question.
VES measures the efficiency of generated SQLs that produce correct result sets, discounting those that
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Table 1: The Execution Accuracy of text-to-SQL models on SPIDER. The best and second-best results in each column are
highlighted in bold font and underlined. 4 and 8 represent that the case is applicable and not applicable, respectively.

Text-to-SQL
Method

Backbone
LM/LLM Finetuning Structure

Information
Prompt
Strategy

SPIDER

Easy Medium Hard Extra Overall

Baichuan2

Baichuan2-7B
SFT 8 8 0.5775±0.0106 0.3521±0.0130 0.2010±0.0089 0.0667±0.0115 0.3353±0.0125

LoRA 8 8 0.8714±0.0073 0.6305±0.0069 0.4489±0.0063 0.2958±0.0084 0.6035±0.0079
QLoRA 8 8 0.8919±0.0057 0.6367±0.0071 0.4885±0.0053 0.3306±0.0079 0.6242±0.0061

Baichuan2-13B
SFT 8 8 0.5805±0.0093 0.4133±0.0085 0.2644±0.0067 0.1875±0.0078 0.3927±0.0081

LoRA 8 8 0.9024±0.0075 0.7015±0.0069 0.5688±0.0083 0.3915±0.0071 0.6776±0.0080
QLoRA 8 8 0.8951±0.0103 0.6746±0.0123 0.5809±0.0115 0.3434±0.0109 0.6592±0.0114

LlaMA2

LlaMA2-7B LoRA 8 8 0.8868±0.0016 0.6410 ±0.0041 0.4892±0.0030 0.3311±0.0017 0.6259±0.0022
QLoRA 8 8 0.8472±0.0025 0.6234±0.0032 0.4658±0.0021 0.3309±0.0027 0.6083±0.0035

LlaMA2-13B LoRA 8 8 0.9066±0.0037 0.7292±0.0045 0.5517±0.0029 0.3430±0.0055 0.6809±0.0030
QLoRA 8 8 0.9110±0.0043 0.7004±0.0059 0.5523±0.0032 0.3190±0.0061 0.6648±0.0045

LlaMA2-70B SFT 8 8 0.4110±0.0093 0.2293±0.0075 0.1906±0.0081 0.0725±0.0090 0.2414±0.0108
LoRA 8 8 0.9151±0.0069 0.7323±0.0080 0.5575±0.0049 0.3921±0.0035 0.6869±0.0040

CodeLlama

CodeLlama-7B
SFT 8 8 0.2136±0.0150 0.1769±0.0161 0.0921±0.0169 0.0363±0.0144 0.1487±0.0163

LoRA 8 8 0.9228±0.0105 0.7562±0.0134 0.5863±0.0096 0.3485±0.0126 0.7018±0.0108
QLoRA 8 8 0.9115±0.0127 0.7506±0.0142 0.5982±0.0120 0.3310±0.0085 0.6961±0.0104

CodeLlama-13B
SFT 8 8 0.6980±0.0115 0.6015±0.0121 0.4073±0.0109 0.2708±0.0145 0.5288±0.0140

LoRA 8 8 0.9414±0.0086 0.7885±0.0073 0.6842±0.0081 0.4041±0.0069 0.7462±0.0092
QLoRA 8 8 0.9402±0.0053 0.7445±0.0066 0.6263±0.0085 0.3915±0.0061 0.7270±0.0085

CodeLlama-70B SFT 8 8 0.7223±0.0143 0.6245±0.0120 0.4432±0.0131 0.3028±0.0147 0.5675±0.0144
LoRA 8 8 0.9621±0.0053 0.8122±0.0069 0.7167±0.0055 0.4324±0.0069 0.7710±0.0061

Qwen

Qwen-7B
SFT 8 8 0.3956±0.0155 0.2561±0.0131 0.1384±0.0137 0.0427±0.0169 0.2356±0.0140

LoRA 8 8 0.8546±0.0060 0.6876±0.0089 0.5743±0.0076 0.3340±0.0065 0.6519±0.0073
QLoRA 8 8 0.9110±0.0045 0.6747±0.0081 0.5750±0.0076 0.3436±0.0055 0.6623±0.0069

Qwen-14B
SFT 8 8 0.8713±0.0105 0.6323±0.0140 0.3686±0.0139 0.1810±0.0120 0.5735±0.0135

LoRA 8 8 0.8946±0.0110 0.7021±0.0103 0.5517±0.0125 0.3669±0.0118 0.6625±0.0121
QLoRA 8 8 0.9185±0.0075 0.7439±0.0060 0.5976±0.0081 0.4583±0.0083 0.7010±0.0090

Qwen-72B SFT 8 8 0.8313±0.0100 0.6345±0.0077 0.4886±0.0065 0.2772±0.0123 0.6033±0.0110
LoRA 8 8 0.9269±0.0075 0.7563±0.0059 0.6215±0.0083 0.3673±0.0136 0.7127±0.0094

RAT-SQL 8 8 4 8 0.8044±0.0107 0.6395±0.0082 0.5573±0.0124 0.4036±0.0101 0.6271±0.0119
BERT-Large SFT 4 8 0.8643±0.0119 0.7367±0.0145 0.6210±0.0093 0.4279±0.0116 0.6955±0.0124

LGESQL 8 8 4 8 0.8633±0.0097 0.6952±0.0065 06154±0.0093 0.4106±0.0118 0.6768±0.0109
BERT-Large SFT 4 8 0.9150±0.0103 0.7647±0.0065 0.6673±0.0107 0.4888±0.0078 0.7421±0.0096

Graphix-T5 T5-Large SFT 4 8 0.8993±0.0075 0.7874±0.0068 0.5980±0.0102 0.4401±0.0083 0.7263±0.097
T5-3B SFT 4 8 0.9193±0.0038 0.8164±0.0062 0.6157±0.0053 0.5006±0.0081 0.7562±0.0065

RESDSQL
T5-Base SFT 4 8 0.9190±0.0047 0.8369±0.0051 0.6841±0.0070 0.5183±0.0065 0.7797±0.0073
T5-Large SFT 4 8 0.9355±0.0040 0.8543±0.0051 0.7241±0.0070 0.5361±0.0045 0.8008±0.0063

T5-3B SFT 4 8 0.9476±0.0081 0.8767±0.0104 0.7299±0.0120 0.5602±0.0094 0.8182±0.0100

DTS-SQL DeepSeek-7B SFT 8 4 0.9274±0.0091 0.9013±0.0075 0.7414±0.0090 0.5663±0.0103 0.8269±0.0094

CodeS CodeLlama-13B SFT 8 4 0.9274±0.0084 0.8789±0.0052 0.7069±0.0079 0.5904±0.0038 0.8150±0.0070

C3-SQL GPT-3.5 8 8 4 0.9136±0.0068 0.8402±0.0094 0.7731±0.0064 0.6153±0.0080 0.8108±0.0095

DIN-SQL GPT-4 8 8 4 0.9234±0.0059 0.8744±0.0080 0.7644±0.0091 0.6265±0.0103 0.8279±0.0098

DAIL-SQL GPT-4 8 8 4 0.9153±0.0103 0.8924±0.0125 0.7701±0.0098 0.6024±0.0107 0.8308±0.0110

EPI-SQL GPT-4 8 8 4 0.9310±0.0121 0.9053±0.0085 0.8178±0.0108 0.6189±0.0097 0.8511±0.0114

SuperSQL GPT-4 8 8 4 0.9435±0.0074 0.9126±0.0050 0.8333±0.0062 0.6867±0.0055 0.8682±0.0068

PURPLE GPT-4 8 8 4 0.9404±0.0086 0.9206±0.0041 0.8268±0.0055 0.6715±0.0080 0.8670±0.0072

SGU-SQL GPT-4 8 4 4 0.9352±0.0061 0.9190±0.0043 0.8437±0.0045 0.7213±0.0067 0.8795±0.0063
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Performance on BIRD
BIRD features over 12,751 unique question-SQL pairs:
• encompass 95 large databases with a total size of 33.4 GB;
• encompass 37 professional domains.
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Table 2: The Execution Accuracy and Exact Match Accuracy of text-to-SQL models on SPIDER and BIRD. The best and
second-best results in each column are highlighted in bold font and underlined. NaN denotes that the result is not available.

Dataset Spider BIRD

Metric EX Acc EM Acc VES EX Acc EM Acc VES

Fi
ne

tu
ni

ng
-b

as
ed

Baichuan2-7B 0.6035 0.5793 0.6082 0.1719 0.0547 0.2097
Baichuan2-13B 0.6776 0.6078 0.6545 0.1766 0.0455 0.2126

LlaMA2-7B 0.6083 0.5816 0.5795 0.1675 0.0469 0.1670
LlaMA2-13B 0.6809 0.6400 0.6712 0.1993 0.0743 0.1739
LlaMA2-70B 0.6869 0.6555 0.6779 0.2414 0.0778 0.1987

CodeLlama-7B 0.7018 0.6431 0.7357 0.2370 0.1283 0.2504
CodeLlama-13B 0.7462 0.7056 0.7391 0.2944 0.2551 0.3004
CodeLlama-70B 0.7710 0.7139 0.7463 0.3287 0.2557 0.3428

Qwen-7B 0.6519 0.6106 0.6625 0.1709 0.0439 0.1915
Qwen-14B 0.6625 0.6238 0.6757 0.2286 0.0645 0.2396
Qwen-72B 0.7127 0.6812 0.7082 0.2392 0.0894 0.2488

St
ru

ct
ur

e
Le

ar
ni

ng RAT-SQL 0.6955 0.6597 0.6734 0.2639 0.2431 0.2431
BRIDGE 0.6928 0.7053 0.6893 0.2459 0.2068 0.2574
LGESQL 0.7421 0.7251 0.7067 0.2837 0.2493 0.2889
S2SQL 0.7643 0.7385 0.7539 0.2960 0.2649 0.3143

RESDSQL 0.8182 0.7580 0.8226 0.3312 0.3174 0.3286
Graphix-T5 0.7562 0.7463 0.7643 0.2984 0.2538 0.3062
METASQL 0.7695 0.7288 0.7498 0.3180 0.3011 0.3225

In
-C

on
te

xt
Le

ar
ni

ng

GPT-3.5 0.7394 0.5327 0.7457 0.3562 0.3041 0.3415
GPT-4 0.7665 0.5892 0.7390 0.4633 0.4255 0.4794

PaLM-2 0.6985 0.4438 0.7148 0.2735 0.2543 0.3061
CodeX 0.7167 0.4905 0.7011 0.3438 0.3019 0.3496

C3-GPT 0.8108 0.7036 0.8009 0.5020 0.4143 0.5077
DIN-SQL 0.8279 0.7187 0.8173 0.5072 0.4398 0.5879

DAIL-SQL 0.8308 0.7443 0.8317 0.5434 0.4581 0.5576
DTS-SQL 0.8269 0.7260 0.8163 0.5581 0.4825 0.6038

CodeS 0.8150 0.7069 0.8092 0.5714 0.4893 0.6120
SuperSQL 0.8682 0.7589 0.8410 0.5860 0.4745 0.6067
MAC-SQL 0.8635 0.7545 0.8541 0.5759 0.4906 0.5872
SGU-SQL 0.8795 0.7826 0.8652 0.6180 0.5144 0.6393

Tables 4 and 8, applying COT on PaLM-2 even leads to
a performance decrease of 1.08% compared to the naive
few-shot prompting. This is attributed to the complex
syntax of SQL, and the intricate correspondence between
query terms in user queries and database data units.
Conversely, we formally define the meta-operations in
SQL and propose a decomposing strategy according to the
syntax tree to separate the query into subtasks. This boosts
the LLMs’ comprehension of linked queries to generate
accurate SQLs.

The generalization ability of prompts

To further verify the generalization ability of our proposed
prompting strategy, in this part, we conduct comprehensive
experiments to investigate whether SGU-SQL could enhance
other LLMs by substituting their original framework with

the decomposing-based prompts. Specifically, we replace
GPT-4 used in SGU-SQL with other representative generative
LLMs, including PaLM-2 (Anil et al., 2023), CodeX (Chen
et al., 2021), ChatGPT and GPT-4 (OpenAI, 2023) as alter-
natives. Specifically, we used the model ‘chat-bison-001’
provided by GoogleAI as the implementation of PaLM-2,
and ‘ChatGPT-turbo’ and ‘gpt-4’ as the implementations
of ChatGPT and GPT-4, respectively. The text-to-SQL
task is conducted under the few-shot setting with the query
from the development set of Spider as input. As shown in
Figure 4, we have the following observations.

Obs.6. The performances of the original LLMs improved
significantly by integrating the prompt learned from our
SGU-SQL. Specifically, PaLM-2 improved by 4%, CodeX
by 3%, ChatGPT by 5%, and GPT-4 by almost 11%. The
substantial performance gains indicate the robustness and
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• EX Acc: execution 
accuracy

• EM Acc: exact-set-
match accuracy

• VES: valid efficiency 
score



Performance of SGU-SQL with Different LLMs
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• LLMs with stronger reasoning 
abilities exhibit greater improvement.

• Error analysis:
• SGU-SQL has 125 failures
• Baseline C3-GPT has 188 failures



Future Work of LLM-based Text-to-SQL

• Users are lazy and have random questions.
• Robustness on poorly documented databases.
• Enterprise databases: SQL queries with complex multi-layer nested structures and 

an average token count exceeding 100.
• including full schema may exceed LLMs’ maximum token length.
• High API cost & long SQL generation time.

• Inference speed of LLM-based text-to-SQL methods is slow.
• Data privacy & interpretability

• calling proprietary APIs to handle local databases with confidentiality pose a risk of data leakage.
• fine-tuning methods are costly.

• Text to API coding & text-to-code.
• Extensions on multilingual and multi-modal scenarios.
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