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ABSTRACT
The mobile-cloud based visual recognition (MCVR) system, in
which the low-end mobile sensors are deployed to persistently
collect and transmit visual data to the cloud for analysis and recognition, is important for visual monitoring applications such as wildfire detection, wildlife monitoring, etc. However, the current MCVR
systems are mostly human-perception-oriented, which consume
many computational resources and much energy for data sensing as
well as much bandwidth for data transmission, limiting their largescale deployment. In this work, we present a machine-perceptionoriented MCVR system, called BS-MCVR, where the mobile end
is designed to efficiently sense highly compact and discriminative
features directly from the scene, and the sensed features are analyzed on the cloud for recognition. Particularly, the mobile end is
designed to operate with completely binary operations and generate fixed-point feature maps. Experiments on benchmark datasets
show that our system only needs to transmit 1/200 the amount
of original image data without degrading much the recognition
accuracy, while it consumes minimal computational cost in the data
sensing process. BS-MCVR provides a highly cost-effective solution
for deploying MCVR systems at a large-scale.

CCS CONCEPTS
• Information systems → Mobile information processing systems;
• Computing methodologies → Object recognition.
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1

INTRODUCTION

Driven by the breakthroughs in deep learning research, visual recognition has been widely utilized in a variety of applications, including video surveillance [27], autonomous driving [7], retailing [37],
manufacturing [20], etc. In some applications, both the visual data
sensing and analysis tasks are performed locally on the end devices,
which are designed to have enough memory and computational
resources to accomplish the tasks. While in some other applications, deploying such fully functional end devices is too costly or
even infeasible. It is expected that the visual data sensing task is
performed by some low-end mobile sensors, and the collected data
are transmitted to the cloud server to perform visual recognition.
Some example applications include wildfire detection [21], wildlife
monitoring [11], agriculture production [3], forest monitoring [21],
ocean monitoring [36], etc.
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In the above mentioned mobile-cloud based visual recognition
(MCVR) systems, the mobile sensors are usually placed in the wild
environment with limited energy supply and limited computational
power, while they have to persistently sense and transmit data for
dedicated tasks, e.g., ternary classification in wildlife monitoring
(target animal vs. other animals vs. background [11]). Therefore,
it is very important to make the computations in mobile sensors
as simple as possible to reduce energy consumption and prolong
their life cycle. In the meantime, it is highly desired to reduce the
amount of data transmitted from the mobile sensors to the cloud
server to save the cost of bandwidth.
Fig. 1(a) illustrates the typical framework of current MCVR systems. On the mobile side, the raw image captured by the imaging
sensor (eg., CMOS) goes through a series of image signal processing
(ISP) modules, including demosaicing, denoising, white balance,
color correction, tone mapping, etc., to obtain a perceptually enhanced sRGB image. Then a standard image compression technique
such as JPEG [35] or WEBP [12] is applied to encode the sRGB
image into bit streams, which are transmitted to the cloud server.
Once received on the cloud side, the bit streams are decoded back
into a bitmap image, then fed into the image recognition engine for
analysis and recognition.
The above framework has some inherent problems for reaching a
cost-effective MCVR system. First, the ISP modules involve massive
floating-point calculations, which are too energy-consuming for
low-end mobile sensors. On the other hand, the camera ISP is usually designed to optimize the image perceptual quality for human
perception, but it may not be the best choice for machine vision
tasks such as image classification. The images optimized for human
perception often contain a large portion of recognition-irrelevant
information, which consumes additional power for image compression and additional bandwidth for data transmission. Furthermore,
the commonly used JPEG and WEBP image compression techniques
are designed for human perception too, and they can be costly for
low-end mobile sensors.
From the above discussions, one can see that the current MCVR
systems are “human perception oriented” other than “machine
perception oriented”. This motivates us to propose a new MCVR
system, which learns to sense the scene from the viewpoint of machines instead of human. The mobile sensors therein are expected
to be highly cost-effective, having minimal energy consumption
and minimal bandwidth requirement. The proposed MCVR framework is illustrated in Fig. 1(b). On the mobile side, a completely
binary sensing network (CBSN) is developed to replace the ISP and
image compression modules in the current MCVR systems (refer to
Fig. 1(a)). The CBSN is a lightweight binary weight convolutional

Figure 1: Comparison between (a) the traditional MCVR systems and (b) the proposed MCVR system.
neural network (CNN), which executes with completely binary
operations and generates fixed-point feature map at each layer, and
thus is highly efficient to implement on the hardware. It directly
extracts sparse and discriminative data from the scene, which can
be easily encoded with a high compression ratio for transmission.
On the cloud side, the received data is merged into a feature map
and then fed into a standard recognition engine.
The proposed binary-sensing based MCVR (BS-MCVR) system
is learned in an end-to-end manner. Since it is machine-perceptionoriented, the transmitted data are not able to be perceived by human. Such a mechanism ensures that the sensed data is free of
the recognition-irrelevant information, resulting in a very compact data representation. As can be seen in the experiment section,
our MCVR system stores and transmits significantly less data than
current systems, while there is little drop in recognition accuracy.
The contributions of our work and the properties of our MCVR
system are summarized as follows.
• We propose an end-to-end trainable MCVR system, called
BS-MCVR. It consists of a lightweight completely binary
sensing network and a feature compression module on the
mobile side, and a feature fusion layer and a recognition
network on the cloud side.
• The system operates with completely binary operations and
fixed-point data flows on the mobile side. It eliminates the
need for the floating-point unit and multiplexer, which is
hardware friendly and has minimal power consumption.
• The system senses highly compact and discriminative representations of the scene. Without sacrificing much the recognition accuracy, it only needs to transmit 1/200 the amount
of original image data, while the traditional MCVR systems
that use JPEG or WEBP to compress the acquired image will
significantly decrease the accuracy under such a compression ratio.
We evaluate our system on benchmark image recognition datasets,
including CIFAR-10, CIFAR-100, and mini-ImageNet (100 classes).
It achieves competitive classification accuracy while consuming
significantly less cost (in terms of both computational complexity

and amount of transmitted features) on the mobile side than traditional MCVR systems. The proposed framework provides a highly
cost-effective solution for deploying the MCVR system in the wild
with a large scale and low cost.

2 RELATED WORK
2.1 Mobile-cloud visual recognition
The mobile-cloud visual recognition system provides an effective
solution for leveraging the deployment flexibility of mobile devices
and the computational power of cloud servers, and it has been investigated in various research areas. MCVR systems have been actively
applied in agriculture production and forest management. Hori et
al. [15] designed a cloud-computing based agriculture production
system, where the image data are collected by the mobile cameras
and then sent to the cloud server for the analysis of cultivation
progress. Bo and Wang [3] described an agriculture insect control
system, where visual data are collected by the mobile devices and
then analyzed by the expert service platform on the cloud for pest
warning. Li et al. [21] suggested an MVCR system, where visual
data collected by mobile devices are analyzed on a cloud platform
for forest management tasks, e.g., wildfire detection, pest warning,
deforestation warning, and etc. Several attempts have been made to
build MVCR systems for wildlife monitoring. Yu et al. [40] proposed
a framework to classify animal species from image data collected
by camera traps in the field. Elias et al. [11] constructed a more
complicated mobile-cloud system, called Where’s the Bear (WSB).
In WSB, mobile devices perform a simple prescreening algorithm
to exclude uninformative images, and those informative images
are sent to the cloud server for fine-grained classification. Some
researchers have started using the mobile-cloud system for monitoring the condition of the coastal ocean. Wang et al. [36] built
an MCVR system for internal wave detection in the coastal ocean,
where the water surface images are collected by mobile cameras on
drones and then analyzed by deep learning model on the centralized
server.

Figure 2: Network architecture of our proposed BS-MCVR.
However, as discussed in Section 1, the current image sensing
process consumes considerable energy/bandwidth resources, which
is not efficient in MCVR scenarios. It limits the application scenarios
and life cycle of current MCVR systems, as well as increases the
deployment costs. In our work, we design an MCVR system based
on binary image sensing to address these issues.

2.2

Efficient sensing for visual recognition

Some studies have been conducted to reduce the energy consumption of image sensing in visual recognition systems. Du et al. [10]
designed a system that bypasses all ISP modules and performs
visual recognition algorithms on the raw image data; however, it
deteriorates the recognition accuracy significantly. Buckler et al. [5]
argued that some modules in traditional ISP, such as demosaicing
and gamma correction, are necessary for visual recognition. Lubana
et al. [23] shared a similar idea and designed a visual recognition
framework with pixel binding and gamma correction in image sensing. The above methods, however, overlook the data compression
issue. The generated features are even larger than those from the
traditional methods, which are impractical for MCVR systems.
Some other researches pay more attention to data compression.
Wu et al. [38] adjusted the settings of existing ISP modules to generate lower resolution images without degrading the recognition
accuracy. Chamain et al. [6] and Liu et al. [22] reconfigured the
traditional image compression module to improve the recognition
accuracy of CNN models. However, these methods are still based on
traditional image sensing techniques and can only achieve limited
data compression ratios.
Researchers have attempted to efficiently deploy analytical engines on the mobile devices. Bradley et al. [24] proposed an embedded binarized neural network that can perform analytical tasks on
embedded devices. Teerapittayanon et al. [33] designed a distributed
deep network system to perform multi-view image classification,
where samples are collected by multiple cameras and offloaded to

different nodes. However, these systems have different paradigms
from mobile-cloud visual recognition, and can not be applied into
the MCVR scenario.
In our work, we design a machine-perception-oriented MCVR
framework, and address both the energy-saving and data compression issues.

3

THE BS-MCVR SYSTEM

As shown in Fig. 1, our BS-MCVR system has four main components:
a completely binary sensing network (CBSN) which senses the
scene and extracts compact discriminative data, a data encoding
and decoding module for feature compression and transmission, a
simple feature fusion layer (FFL) which merges the received data
into one feature map (FM), and a standard visual recognition engine.
In this section, we describe in detail the design and learning of
CBSN, FFL, and feature compression module.

3.1

Network architecture

The network architecture is shown in Fig. 2. The image recognition
engine we used is a standard residual network (e.g., ResNet-50).
Here we introduce the architectures of CBSN and FFL.
CBSN architecture. Our CBSN is composed of 7 binary sensing
blocks, each containing a convolutional (Conv) layer, a batch normalization (BN) layer, a ReLU layer, and a max pooling (MaxPool)
layer. The first Conv layer has 64 channels like the many CNNs for
visual recognition [14]. For the data compression purpose, each of
the following Conv layers halves the channel number of the input
FM until the minimum number of 2. Each of the MaxPool layers
has a stride of 2 and halves the resolution of the input FM. The final
output FM of CBSN has a size of 4×4×2 and will be transmitted to
the cloud.

FFL architecture. The FFL is composed of 4 feature fusion blocks.
Each feature fusion block contains a Conv layer, a pixel shuffle
layer, a BN layer, and a ReLU layer. Each of the Conv layers has
2 channels, which is the same as the received FM. Each of the
pixel shuffle layers doubles the resolution of the input FM. The
final output FM of FFL has a size of 32×32×2 and will be fed into
the standard visual recognition engine. As can be seen from the
architecture, the FFL consumes very low computational cost and it
works on the cloud side.
In practical applications, it is expected that the size of transmitted
features (and consequently the compression ratio of the MCVR
system) can be flexible. To achieve this goal, we adopt a U-Net [31]
like structure in the CBSN and FFL. One can choose to encode and
transmit the FMs of different sensing blocks to control the size of
transmitted features. Fig. 2 shows an example with 3 transmitted
blocks. One can see that the FFL has 2 streams of input FMs: one
stream transmitted from CBSN (in red color) and one stream upsampled from previous layer (in blue color). By selecting different
transmitted FMs between CBSN and FFL, we can easily trade off
the feature size and the recognition accuracy of our system. For
different target compression ratio, we only need to fine-tune the
lightweight FFL, instead of redesign and retrain the whole framework.

3.2

CBSN weight binarization

The CBSN is deployed on the mobile side, and we design it with
completely binary operations to ensure minimal energy consumption. The CBSN consists of Conv layers, BN layers, ReLU layers, and
MaxPool layers. The ReLU and MaxPool layers have fixed simple
operations and have negligible cost. Here we focus on how to binarize the Conv layers and BN layers to minimize the computational
complexity. We binarize all network layers (including the first and
last ones) to entirely eliminate the multiplexer.
Binarization of convolutional layers. To binarize Conv layers,
we adopt a normalized version of Straight Through Estimator (STE)
[2]. Denoted by W a weight matrix of dimension m×n×c in a Conv
layer. In training, before each forward pass, W is first buffered into
memory and then binarized as:
Wb = sign(W − mean (W ))

(1)

where Wb is the binarized weight matrix. During the backward
pass, we first calculate the gradient GWb on Wb returned by the
chain rule, then calculate the gradient GW on the original weight
matrix W by:
N −1
GW = GWb ⊙ I −1,1 ·
(2)
N
where ⊙ is the hadamard product, N is the number of elements in
W , and I is a matrix of dimension m×n×c, where:
(
1 a ≤ |Wx ,y,z | ≤ b
a,b
I x ,y,z =
(3)
0 elsewise
s.t . 1 ≤ x ≤ m; 1 ≤ y ≤ n; 1 ≤ z ≤ c

(4)

The normalized term (mean subtraction in Eq. (1)) balances the
distribution of ±1 in each weight kernel and controls the dynamic
range of the output of Conv layers, which is essential for the FM

quantization in Sections 3.3 and 3.4. Then we can use GW and
gradient descent to update the original weight matrix W .
In inference, all Conv layers are first binarized by Eq. (1) into
±1, and then they can execute with signflip-accumulate operations
with minimal computational complexity.
Shift-addition batch normalization. In order for a completely
binary network, we propose a shift-addition BN (SABN), which
replaces floating-point multiplication by bit-shift and addition in
BN layers. Let x denote one input feature value of the BN layer,
and x norm denote the output feature value, the training process of
SABN can be described as follows:
w
s= √
(5)
σ2 + ε
sappr ox = sign(s) · 2round(log2 |s |)
(6)
p
w appr ox = sappr ox · σ 2 + ε
(7)
(x − µ)
· w appr ox + β
x norm = √
σ2 + ε

(8)

where µ and σ 2 are the mean and variance, ε is a small positive
number for numerical stability, and w and β are the weight and
bias. Here, σ 2 tracks the variance consistently without quantization
and only w is manipulated at each iteration. The manipulation on
w can be regarded as a global STE, and therefore the gradient of w
remains unchanged.
In the inference process, the SABN process becomes:
x norm = (x − µ) ≪ loд2 (sappr ox ) + β

(9)

where ≪ stands for the left bit-shift operation. Hence, the SABN layers can be executed with bit-shift and addition operations without
any floating-point multiplication.

3.3

Data quantization on mobile side

In order to reduce the computational overhead on the mobile side,
we quantize all the FMs in CBSN into fixed-point numbers to entirely eliminate the floating-point operation. Existing FM quantization methods [18] usually impose different quantization thresholds
on each kernel/layer, and even calculate them during inference time
dynamically. Such a scheme aims at improving the image classification accuracy, but is too expensive for mobile sensors in MCVR
systems. Here, we adopt a truncation-based linear quantization
scheme. Let x denote one original feature value and x Q denote the
quantized value, we have:


x
x int = round
(10)
2−f


x Q = clamp x int , −2b , 2b − 1 · 2−f
(11)
where:


r

 2

clamp(r 1, r 2, r 3 ) = r 1


r 3


r1 < r2
r2 ≤ r1 ≤ r3
r1 > r3

(12)

and b is the bit width for each feature value, and f is the bit width
reserved for the fraction part. We set b to 8 and f to 4.
The above fixed-point quantization scheme is less accurate than
the dynamic schemes in theory. However, as the dynamic range of

where min and max are the global minimum/maximum values in all
intermediate data flows during the training stage, b ′ is the bit width
and it should be smaller than b in intermediate FM quantization. In
our experiment, we set b ′ to 3∼5. The above quantization can be
simply executed through lookup-table with a table of 8∼32 entries.
Delta encoding [26] is then applied to the quantized FMs by
zigzag order. Finally, Huffman coding [16] is applied to encode
the quantized features into bit streams. Our data encoding process
involves only addition and lookup-table operations, which has
very low complexity. The decoding process basically reverses the
encoding process. The feature encoding and decoding processes
are summarized in the supplementary file.
Traditional lossy data compression modules are independent of
the analytical model, which would bring much information loss
and degrade the image recognition performance. However, in our
proposed framework, the min-max quantization can be seen as
another global STE on x, which can be updated by gradient descent
naturally. Therefore, the proposed data compression module can
be end-to-end trained together with CBSN and FFL, and would be
more tolerable to the information loss during compression.

Algorithm 1: Training BS-MCVR. B is CBSN, F is FFL, E is
recognition engine, MaxIter t r ain and MaxIter f ine−tune
are numbers of iterations in training and fine-tuning
Input: images X , labels Y
Output: trained B, F , and E
for iter ← 1 to MaxIter t r ain do
buffer weights in B;
binarize weights in B;
Z Q ← FixedPointQuantize(B(X ));
Z ← F (Z Q );
P ← E(Z );
calculate Loss between Y and P;
calculate gradients of weights in B, F , and E;
reload buffered weights in B;
update weights in B, F , and E;
end
(fine-tune with compression module)
for iter ← 1 to MaxIter f ine−tune do
buffer weights in B;
binarize weights in B;
Z Q ← FixedPointQuantize(B(X ));
Z Q ′ ← MinMaxQuantize(Z Q );
Z ← F (Z Q ′ );
P ← E(Z );
calculate Loss between Y and P;
calculate gradients of weights in B, F , and E;
reload buffered weights in B;
update weights in B, F , and E;
end

3.5

FMs is controlled by the normalized STE, the performance degradation is less than 0.2% in in all experiments in Section 4. In inference,
the fixed-point quantization process can be done by arithmetic
overflow naturally, and no extra computation is required.

3.4

Lдs (X ) =

Trainable data compression for
transmission

(x − min)
, 0, 1)
max − min
′
x int = round(xunit · (2b − 1))
x int
x Q ′ = (max − min) · ( ′
) + min
2b − 1

ÕC

∥X i ∥2,1

(16)

∥A∗j ∥2

(17)

i=1

where

Once the features are sensed by the CBSN, we design a trainable
data compression scheme to quantize and encode them for data
transmission. On the one hand, this will largely reduce the required
bandwidth for wireless communication in BS-MCVR. On the other
hand, the quantization process can be tuned during the end-to-end
training process, which minimizes the quantization error as well as
the visual recognition performance degradation.
Denote by x one value of the output feature of CBSN. We quantize
x into x Q ′ as follows:
xunit = clamp(

Training loss

The proposed BS-MCVR system, including CBSN, FFL, and recognition engine, can be trained jointly. The classical cross-entropy loss,
denoted by Lce , can be simply used to train these components for
our system. To ensure that the sensed features of our system are
highly compressible and discriminative, we propose an additional
loss, called group sparsity loss, to encourage the sensed features to
be sparse and discriminative.
Our group sparsity loss, denoted by Lдs , is inspired by the group
sparsity constraint used for image sparsity modeling [32]. Let C
be the number of image classes. For a batch of input images, let
X = {X 1, X 2, ..., X c } be the output features generated by one output block. X i is the subset of X that contains all feature vectors
belonging to class i and has a size of ni ×m, where ni is the number
of samples in class i and m is the dimensionality of feature space.
The group sparsity loss on X is given as:

(13)
(14)
(15)

∥A∥2,1 =

Õm
j=1

where A∗j extracts the j th column of matrix A. For each class,
Eq. (17) first calculates the L2 norm of each feature across all samples, then calculates the sum (i.e., L1 norm) of those L2 norms (i.e.,
the so-called L2,1 norm [28]). The Lдs loss enforces the features
of the same class to be similar and sparse, reducing the intra-class
distance and increasing the compressibility of output features.
The whole loss function in training is set as:
L = Lce +

ÕK

λ L (X
k =1 k дs

(k )

)

(18)

where K is the number of output blocks described in Section 3.1,
X (k ) is the output features of k th block and λk is the hyper parameter to control the penalty on block k.

No.

Original RA
CR

1
2
3
4
5

60
75
95∼100
150
217

BS-MCVR

ResNet-50
68.61%
J-MCVR

W-MCVR

∼68.61%
∼68.61%
68.08%(100)
66.97%
66.38%

65.48%
64.97%
58.50%(95)
55.06%
46.82%

∼68.61%
∼68.61%
66.90%(98)
64.11%
59.23%

BS-MCVR

ResNet-101
68.80%
J-MCVR

W-MCVR

∼68.80%
∼68.80%
∼68.80%(100)
∼68.80%
66.54%

67.85%
67.43%
59.37%(95)
55.11%
47.31%

∼68.80%
∼68.80%
67.95%(98)
65.14%
60.02%

Table 1: Results on mini-ImageNet.

No.

Original RA
CR

1
2
3
4

1.7∼2.5
5
10
20

BS-MCVR

ResNet-56
93.03%
J-MCVR

W-MCVR

∼93.03%(2.5)
91.22%
90.58%
89.90%

88.14%(2.4)
83.96%
83.09%
82.17%

88.61%(1.7)
85.93%
83.28%
81.73%

BS-MCVR

ResNet-110
93.57%
J-MCVR

W-MCVR

∼93.57%(2.5)
93.43%
91.01%
89.94%

88.86%(2.4)
85.70%
83.19%
82.30%

90.49%(1.7)
86.96%
84.43%
82.32%

W-MCVR
62.76%(1.7)
59.74%
58.12%
54.66%

Table 2: Results on CIFAR-10.

No.

Original RA
CR

1
2
3
4

1.7∼2.5
5
10
20

BS-MCVR

ResNet-56
71.11%
J-MCVR

W-MCVR

BS-MCVR

ResNet-110
72.38%
J-MCVR

71.02%(2.5)
68.61%
66.16%
64.05%

60.61%(2.4)
58.95%
58.01%
56.62%

62.00%(1.7)
59.32%
57.90%
52.13%

71.43%(2.5)
68.72%
66.30%
65.37%

61.72%(2.4)
59.07%
58.30%
57.04%

Table 3: Results on CIFAR-100.

3.6

Training process

The BS-MCVR system is trained in an end-to-end manner. Before
each forward pass, the floating-point parameters of Conv layers and
BN layers in CBSN are buffered into memory and then quantized
by normalized STE, as described in Section 3.2. After each CBSN
block, we perform fixed-point quantization on the output data, as
described in Section 3.3. The output of CBSN then goes through a
min-max quantization in the compression module, as described in
Section 3.4 After that, FFL is used to recover the compressed data
and the recognition engine is used to do the final analysis. After each
forward pass, Eq. (2) is used to recover the gradients of quantized
parameters in Conv layers. Then we reload the buffered floatingpoint values and do the network update. Gradient descent is used
to update the whole model. For a faster convergence, the feature
compression module could be disabled at the beginning of training.
After this training stage converges, we then enable the feature
compression module and fine-tune the whole system for a few
more epochs until the final convergence. The full training process
(including the compression module) is depicted in Algorithm 1.

4 EXPERIMENTAL RESULTS
4.1 Experiment settings
Competing methods. To the best of our knowledge, BS-MCVR
is the first attempt to integrate compressive data sensing with
end-to-end training for MCVR. The most reasonable competitors
to our system are the traditional MCVR systems. In traditional
MCVR systems, the sRGB images are first obtained by passing
the sensor raw images through an ISP, and then compressed by
some image compression methods and transmitted to the cloud
server for recognition. Usually, the sensor raw image is an R, G,
B channel interlaced color filter array (CFA) image with a certain
pattern. Here we adopt the widely used Bayer pattern [1]. For the
compression method, we choose the dominantly used JPEG and
WEBP. For both our and traditional MCVR systems, the ResNet is
used as the standard visual recognition engine as in many previous
works [13, 14, 39]. We denote traditional MCVR systems as J-MCVR
(when using JPEG compression) and W-MCVR (when using WEBP
compression). All experiments are programmed with PyTorch on a
Ubuntu 18.04.3 LTS system with NVIDIA Tesla P100 GPU.

Datasets and data preprocessing. We perform experiments on
three widely used benchmark datasets: CIFAR-10, CIFAR-100, and
mini-ImageNet. CIFAR-10 [19] consists of 60K 32×32 bitmap images
in 10 classes, each having 5K training images and 1K testing images.
CIFAR-100 [19] consists of 60K 32 × 32 bitmap images in 100 classes,
each having 500 training images and 100 testing images. The miniImageNet [34] is a 100-class subset of ImageNet [9], and it has 60K
JPEG images. We use the training/testing split proposed in [17],
where each class has 500 training images and 100 testing images.
As pointed out by Mentze et al. [25], downsampling a compressed
image by over 1.25 times could remove the compression artifacts,
and the downsampled images can be regarded as sRGB images
without compression. For CIFAR-10/CIFAR-100, the bitmap images
(resolution 32×32) are downsampled from web images whose resolutions are usually higher than 400×300; therefore, these images
can be regarded as uncompressed sRGB images. For mini-ImageNet
images, they are compressed in JPEG with an average resolution
of 407×469. We downsample them to 256×256 (i.e., about 1.5 times
downsampling) to generate nearly uncompressed sRGB images.
With the above preprocessing, for the traditional MCVR systems,
the images in CIFAR-10, CIFAR-100, and mini-ImageNet datasets
can be used as the sRGB images outputted by ISP, and they are
inputted to the JPEG or WEBP compressor for compression. In our
system, we use the Configurable & Reversible Imaging Pipeline
toolbox [5] to generate the raw CFA data from the sRGB images of
the three datasets. The naive nearest-neighbor replication method
is used to convert the CFA image to a 3 channel RGB image, which
is then inputted to our BS-MCVR. We use the random crop and random horizontal flip in official training codes provided by PyTorch
for data augmentation.
Training setting. We use 7 blocks in CBSN and 3 layers in FFL. The
detailed network architectures can be found in the supplementary
file. It only costs 135 bytes to store the CBSN weights on the mobile
devices. The batch size is set to 256. At the beginning of the training,
the feature compression module is disabled and the learning rate
starts at 1e−3 and is decayed by 10 times for every 30 epochs.
When converged, the feature compression module is enabled to
fine-tune the whole network with a learning rate of 1e−7. We set
λ 1 = λ 2 = 5e−4 and other λk as 1e−3.
For traditional MCVR systems, we use the OpenCV toolbox [4]
to encode the bitmap sRGB images into JPEG and WEBP bit streams.
On the cloud side, the JPEG and WEBP bit streams are decoded by
OpenCV and then fed into ResNet for training. We use the official
training code provided by PyTorch to train the ResNet.

4.2

Comparison with traditional methods

Evaluation metric. In this section, we evaluate the performance
by using compression ratio (CR) and recognition accuracy (RA).
The RA is defined as the same as in previous works [8, 14, 29].
Suppose that the original scene is stored as a 24-bit sRGB image,
the CR is calculated as follows:
CR =

n × m × 24
b

(19)

where n × m is the image spatial resolution, and b is the bit length
of encoded bit streams by BS-MCVR or JPEG/WEBP in traditional
systems. In BS-MCVR, we alter the number of transmitted FMs to
control the CR. For JPEG/WEBP, the CR is controlled by a compression quality index. We use the line search algorithm to find the
compression quality index for a target CR. When the target CR is
beyond the lowest possible quality index, we further downsample
the image to achieve the target CR for a complete comparison.
Results on mini-ImageNet. ResNet-50 and ResNet-101 are used
as the standard visual recognition engine. The experimental results
on mini-ImageNet are listed in Table 1. The row of “original recognition accuracy” shows the RAs of ResNet by training and testing
on the original sRGB images without compression. Then we test
the performance of different methods under five CR settings. We
can see that BS-MCVR and W-MCVR have negligible accuracy drop
under the CR of 60 or 75, while the accuracy of J-MCVR drops a
lot. In the 3r d CR setting, by setting the compression quality to
the lowest level, J-MCVR can achieve a maximum CR of 95 and
W-MCVR can achieve a maximum CR of 98. For a fair comparison,
we adjust the CR of BS-MCVR to 100. We can see that BS-MCVR
only has a slight drop in recognition accuracy, while J-MCVR and
W-MCVR drop significantly. We can further increase the CR of BSMCVR, as shown in the last two settings, where the results of JPEG
and WEBP are achieved by combining the lowest quality index and
downsampling. As can be seen, BS-MCVR still shows competitive
recognition performance even under a CR of 217.
Fig. 3 shows several examples of the transmitted images by JMCVR and W-MCVR under their maximum CRs (95 and 98). It
can be seen that the J-MCVR distorts the image significantly. WMCVR shows better visual quality but it consumes more computational cost than J-MCVR. Both J-MCVR and W-MCVR are designed
from the viewpoint of human perception; thus they bring much
recognition-irrelevant information. Fig. 3 also visualizes the FMs
sensed and transmitted by BS-MCVR on these images. One can see
that it is essentially “machine perception oriented”, which however
can sense the discriminative information of the object using far
fewer bits and much less computational cost.
Results on CIFAR-10/CIFAR-100. Following the work in [14],
we use ResNet-56 and ResNet-110 as the visual recognition engine on CIFAR-10/CIFAR-100. Since the image resolution of CIFAR10/CIFAR-100 is very small (32×32), it is difficult to compress them
with a high CR by using the JPEG/WEBP compressors provided in
OpenCV. By using the lowest allowed compression quality index,
J-MCVR and W-MCVR can only achieve a maximum CR of 2.4 and
1.7 respectively. So we adjust the CR of BS-MCVR to 2.5 for a fair
compression with them. The experimental results are listed in Table
2 and Table 3. One can see that with a CR of 2.5, BS-MCVR has only
slight accuracy degradation, while the accuracies of J-MCVR/WMCVR drop a lot with even a lower CR than BS-MCVR. We can
further increase the CR of BS-MCVR to 5, 10, and 20. It can be seen
that BS-MCVR still shows competitive recognition accuracy. Since
the image resolution (32×32) on CIFAR is much smaller than that
(256×256) on mini-ImageNet, it is natural that the accuracy drop is
larger when increasing the CR.

RA
CR

ResNet-50
w/o Lдs w/ Lдs

ResNet-101
w/o Lдs w/ Lдs

65.51%
208

65.70%
209

66.38%
217

66.54%
217

Table 5: Results of ablation study on group sparsity loss.

Figure 3: The transmitted features by different systems.
From left to right: original image; CFA raw data (adjusted
for better visualization); transmitted image in J-MCVR (CR:
95); transmitted image in W-MCVR (CR: 98); and transmitted feature map in BS-MCVR (CR: 100).

4.3

Ablation studies

In this section, we conduct ablation studies to evaluate the effectiveness of our proposed trainable data compression module and
group sparsity loss.
Trainable data compression. The experiment setting no. 5 in
Table 1 is employed in this ablation study. The experimental results
are listed in Table 4. For both experiments (ResNet-50/ResNet-101),
we first train the model without compression module and directly
plug in the module during the testing time to measure the RA
without trainable compression (w/o T.C.). Then we tune the whole
model with the compression module, as described in Section 3.6, to
get the RA with trainable compression (w/ T.C.). One can see that
the RA scores increase consistently with trainable compression, as
the model becomes more tolerable to the inevitable information
loss brought by the compression module.
ResNet-50
w/o T.C. w/ T.C.

ResNet-101
w/o T.C. w/ T.C.

63.02%

62.99%

on the mobile side. To validate the advantage of the proposed BSMCVR, in this section, we compare the mobile side computational
complexity of BS-MCVR and the traditional MCVR systems. Since
BS-MCVR operates with only binary operations on the mobile side
while the traditional MCVR systems involve mostly floating-point
operations, the commonly used measure, i.e., the number of floatingpoint operations (FLOPs), is not applicable in our comparison. We
thus follow Buckler et al. [5] and Rodrigues et al. [30], and adopt
the number of dynamic assembly instructions (DAI) to measure the
computational complexity. DAI is the actual number of assembly
instructions executed on the hardware for an algorithm, which is a
uniform complexity measure of all programs.
All profiling experiments are done on an Intel Xeon Gold 6126
CPU. The mobile part of BS-MCVR, including CBSN and data compression module, is implemented on PyTorch with the setting no. 5
in Table 1. For the mobile part of traditional MCVR systems, we
implement a simple ISP pipeline [5] and standard compression modules by adopting the default ISP methods provided by the OpenCV
toolbox. All methods take a 256×256 raw CFA image as input. The
detailed profiling procedures can be found in the supplementary
file. The complexities are listed in Table 6. One can see that, on
the mobile side, BS-MCVR costs only 4.4% and 4.3% of the DAI
operations of J-MCVR and W-MCVR, respectively, which is very
energy-efficient on mobile sensors.

DAI(G)

BS-MCVR

J-MCVR

W-MCVR

0.186

4.252

4.324

Table 6: Comparison of computational complexities in DAI.

5

CONCLUSION

Group sparsity loss. The experiment setting no. 5 in Table 1 is also
employed in this ablation study. The experimental results with and
without Lдs are listed in Table 5. One can see that the BS-MCVR
trained with the proposed sparsity Lдs achieves higher RA and
higher CR than CBSN trained without Lдs . This validates that the
group sparsity loss Lдs can make the transmitted features more
discriminative and compressible.

We proposed a new framework of mobile-cloud based visual recognition (MCVR), called BS-MCVR, from the perspective of machineoriented-perception. The key components of our framework include
a completely binary sensing network (CBSN), a data encoding and
decoding module, a simple feature fusion layer (FFL), and a standard visual recognition engine. The BS-MCVR extracts compact
and discriminative features directly from the input scene, encodes
and transmits the features to the cloud for image recognition. Experiments are conducted on CIFAR and mini-ImageNet datasets. In
comparison with traditional methods, the proposed BS-MCVR can
achieve higher recognition accuracy and higher compression ratio
with much lower computational complexity on the mobile side.
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RA

66.38%

66.54%

Table 4: Ablation study on trainable compression module.

Computational complexity on mobile side

As discussed in Section 1, the key constraints of traditional MCVR
system are the limited energy supply and computational power
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